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Abstract

Code obfuscation targets human comprehension, but cur-
rent evaluations primarily measure language model perfor-
mance degradation instead of whether models fail in the
same way as humans. A direct comparison across five ob-
fuscation tiers reveals that comprehension difficulty is non-
monotonic. Only reasoning-tuned models mirror human
difficulty patterns. This alignment, rather than raw accu-
racy, distinguishes robust comprehension from brittle pat-
tern matching.
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1 Problem and Motivation

Obfuscation is almost always measured without people, on
two untested assumptions: that difficulty is monotonic, and
that what burdens a person burdens an automated analyst,
now usually an LLM. Recent work asks only whether ob-
fuscation degrades a model [2, 7], never whether a model’s
difficulty tracks a human’s, nor where comprehension breaks.
If models fail where humans do, obfuscated code benchmarks
human-like reasoning; if not, strong scores mask brittle com-
petence.
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Figure 1. The five obfuscation tiers (L0, L1, L1b, L2, L3).

2 Approach
2.1 Obfuscation Scheme

Following Collberg et al. [3], I build five tiers (Figure 1), each
verified execution-equivalent on the study’s inputs. LO: the
original function with its name masked. L1: uninformative re-
naming; short, disjoint identifiers force structural reasoning.
L1b: adversarial renaming; misleading names drawn from
one semantic domain of the CodeSearchNet test split [5],
a Stroop-like trap. L2: control-flow flattening; dispatchers
and indirect jumps obscure execution order. L3 combines
both, an upper bound on difficulty. Tiers use ObfuXtreme
(Python) [11] and javascript-obfuscator (JavaScript) [6], cali-
brated to what a supervised human session supports.

2.2 Dual-System Theory

Dual-process theory [4] models comprehension as fast Sys-
tem 1 and deliberate System 2. Obfuscation acts as a cog-
nitive tax, stripping System-1 cues and forcing System-2
tracing. I test this via response time and chain-of-thought
(CoT) length. Adversarial renaming (L1b) is the sharpest
probe: like a Stroop task [12], a variable named _lastNSecs
that tracks recursion depth baits a fast, confident, wrong
answer.

2.3 Block Model

Schulte’s Block Model [10] formalizes comprehension as
atoms (identifiers), blocks (methods), relations (data flow),
and macro structure (purpose). Adversarial renaming cor-
rupts atoms (identifier-perplexity spikes, semantic distance


https://orcid.org/0009-0004-9848-3369
mailto:jvl210002@utdallas.edu
https://doi.org/10.1145/3837729.3839573
https://creativecommons.org/licenses/by/4.0
https://creativecommons.org/licenses/by/4.0
https://creativecommons.org/licenses/by/4.0
https://doi.org/10.1145/3837729.3839573

SPLASH Companion ’26, October 4-9, 2026, Oakland, CA, USA

[8]), flattening attacks blocks and relations (dispatcher-state
and dispatch-call counts), and CoT length proxies macro
effort.

3 Study Design
3.1 Task and Data

I use output prediction: given a function and input, state the
exact output. This gives one executable ground truth. Base
programs are deterministic (cyclomatic complexity 4-8 [9],
<15 lines). Dataset A is the human-study set, 10 HumanEval-
X [15] snippets per language, enabling direct human-model
comparison. Dataset B is disjoint and model-only (50 snippets
from HumanEval-X, CruxEval-X [14], LeetCode [13] X 5 tiers
= 250), with a May-2025 cutoff.

3.2 Human Study

Fifty undergraduate CS majors, self-reporting per-language
experience in three bands, sat a supervised 75-minute session
of 12 questions. Each saw every base snippet at one tier, bal-
anced across participants, input held constant. Exact-match
scoring against execution yielded 600 responses with paired
correctness and response time.

3.3 Model Study

Twelve LLMs (0.5B-8B) span reasoning-tuned (e.g., DeepSeek-
R1, Phi-4-mini, SmolLM3-3B), instruction-tuned, and coder-
tuned regimes on the same tiers; seven enter the human
comparison on Dataset A, nine on Dataset B. Standardized
prompts sweep reasoning depth, memory load, distractors,
token budget, and scaffolding (28,750 runs). Confidence is
length-normalized mean token log-probability [1], z-scored
per model X condition; a high-confidence-incorrect (HCI)
answer is a wrong prediction >1 SD above its group mean.

4 Results and Contributions

Difficulty is non-monotonic and language-specific. Human ac-
curacy falls from L0 (40.5%) to L3 (31.1%): JavaScript declines
steadily (43% to 16%), flattening hurting less than renaming,
whereas Python rises under renaming (38% to 53%), L3 ex-
ceeding L2. Effort matches the dual-process account: response
time jumps by about a minute once code is obfuscated, then
plateaus; errors cluster at time extremes, and correct L1b
answers are slower than incorrect ones.

Reasoning-tuned models align with humans on difficulty,
not language. They correlate with human task-level difficulty
(Spearman p = 0.30-0.47, p < 0.005); coder- and instruction-
tuned models do not (p = 0.02-0.10) regardless of size, so the
most accurate model is not the most human-like. Alignment
holds across all three experience bands (mean p ~ 0.24-0.30;
no experience X alignment interaction in a mixed model),
but no model reproduces the experts’ gain under adversarial
renaming or the Python renaming gain: alignment reflects
shared difficulty, not identical mechanism. Failures localize by
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Block Model level: CoT length correlates negatively with accu-
racy (p = —0.52); control-flow failure tracks dispatcher-state
complexity (relational level); adversarial renaming acts non-
additively (atom level): displacement or perplexity spikes
alone barely move accuracy, but together collapse it to 21%.

Contributions. (1) The first per-task human-model diffi-
culty correlation, localized via the Block Model. (2) Evidence
against monotonic difficulty: a reproducible Python renam-
ing effect. (3) Only reasoning-tuned models track human
difficulty. (4) Language-specific behavioral reporting of ob-
fuscation strength.
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